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Abstract: The emergence of the artificial intelligence of things (AIoT) has led to increasingly sophisticated cyberattacks. For many
of these threats, labeled training data are scarce or unavailable, which increases the need for label-free intrusion detection systems. To
address this issue, this study proposes a self-supervised one-class TabNet framework, termed SS-OC-TabNet, for intrusion detection in
tabular network traffic. The framework combines self-supervised representation learning and one-class compactness learning within a
two-stage training process. In the first stage, masked-feature reconstruction is used to learn the feature structure of normal traffic from
unlabeled data. In the second stage, a hypersphere compactness objective is applied to make the latent representations of normal traffic
more compact for anomaly detection. TabNet is used as the backbone to support sequential feature selection, which also improves
interpretability. The proposed model was evaluated on the NSL-KDD dataset and further validated through comparison with related
works on the ToN-IoT dataset, achieving an accuracy of 93.20% with a false alarm rate of 2.13%. Further, the interpretability results
show which traffic features influence the model’s decisions. The compact design and low computational complexity of the proposed
framework also support energy-efficient deployment in resource-constrained AIoT environments. These results indicate that SS-OC-
TabNet is a viable tool for label-free intrusion detection in AIoT environments.
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1. Introduction

The exponential increase in artificial intelligence of things
(AIoT) devices has expanded the cyberattack surface. Conse-
quently, intrusions have become more frequent and more complex
[1]. This trend is shifting the intrusion detection system (IDS)
design from rule-based and statistical IDSs to deep learning (DL)
models, as they have proven to capture richer representations of
network behavior [2–4]. However, the success of the DL models
depends on the availability of large labeled training datasets [5].
In real-world deployment, in particular with zero-day or poly-
morphic attacks, collecting curated labeled datasets is extremely
difficult. Therefore, there is growing demand for IDS models that
can detect intrusions without large labeled datasets and can learn
directly from unlabeled traffic.

In this context, one-class learning (OCL) has gained momen-
tum [6, 7]. It trains the model only on normal traffic. Thereby, the
model learns normal traffic and detects deviation as malicious. In
real-world deployments, normal traffic evolves due to changes in
user behavior, protocol updates, and dynamic operational condi-
tions. Consequently, OCL methods like autoencoder (AE)–based
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methods generally create unstable latent embeddings. This hin-
ders their capacity to generalize to unknown attack patterns [7].

In parallel, self-supervised learning (SSL) has shown to learn
informative representations without relying on labeled supervi-
sion [8, 9]. SSL frameworks employ auxiliary pretext tasks, such
as masked-feature reconstruction or contrastive instance predic-
tion, to encourage a model to capture intrinsic correlations within
the data. In this manner, SSL can learn semantically meaningful
and invariant features that support better generalization. How-
ever, on its own, SSL is primarily representation-oriented rather
than decision-oriented. It aims to model the internal structure
of the data by capturing relationships among features, with-
out explicitly specifying what distinguishes normal behavior from
abnormal behavior. Consequently, although SSL-pretrained mod-
els can produce coherent latent spaces, they do not inherently
define a principled decision boundary for intrusion detection.

This limitation motivates integrating self-supervised rep-
resentation learning with one-class compactness optimization
[10, 11]. SSL enhances the descriptive power of the model with the
aid of robust structural embedding learned from unlabeled traffic,
while theone-class objective confines normal behavior to a compact
subset of the latent space. Therefore, the two paradigms (SSL and
OCL) are complementary when used together: SSL alleviates the
representation collapse common in OCL, and OCL helps resolve
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the boundary ambiguity common in SSL [12, 13]. Together, the
paradigm provides a unified approach where the model can first
determine themanifold of normal behavior and subsequently com-
press that manifold into a discriminative boundary. Therefore, it
improves representation quality and anomaly sensitivity.

This research proposes a new label-free intrusion detection
framework named SS-OC-TabNet for dynamic networks. The
proposed framework integrates SSL and OCL within a two-
stage training design for tabular intrusion data. In the first stage,
TabNet is trained with a masked-feature reconstruction task to
learn the intrinsic relationships of normal traffic without using
attack labels, thereby producing informative latent representa-
tions. In the second stage, the same pretrained encoder is refined
using a hypersphere compactness objective so that normal sam-
ples are clustered more tightly in the latent space. In this way,
the proposed framework differs from conventional Deep Support
Vector Data Description (SVDD)-style methods, which mainly
emphasize compactness learning, by first establishing structured
representations through self-supervision and then refining them
for one-class discrimination. At the same time, it also differs from
generic self-supervised anomaly detection methods that improve
representation quality without explicitly forming a compact nor-
mality region for detection. Moreover, by adopting TabNet as
the backbone, the framework is better suited to tabular net-
work traffic and provides sequential sparse feature selection that
improves interpretability. In addition, the compact architecture of
the proposed framework supports low-latency and energy-aware
deployment in resource-constrained edge AIoT environments. The
primary contributions of this paper include:

1) A two-stage self-supervised one-class framework called SS-
OC-TabNet was presented for label-free intrusion detection in
tabular network traffic.

2) The framework first uses masked-feature reconstruction loss to
learn latent representations of normal traffic. Then, the frame-
work utilizes a hypersphere compactness loss to make these
representations more compact.

3) The framework utilizes a joint optimization strategy to com-
bine reconstruction and compactness loss to make the normal
traffic representations both structured and more compact for
intrusion detection.

4) The framework adopts TabNet as the backbone encoder to
support sequential sparse feature selection for enhanced model
interpretability and improved performance for tabular intru-
sion data.

5) Experiments on benchmark datasets validated the effectiveness
of the proposed framework for discrimination among latent
representations, intrusion detection capabilities, and false pos-
itive reductions.

2. Literature Review

The most recent literature on AIoT intrusion detection used
a variety of learning-based approaches. Early literature is based
on supervised learning, where models are trained using labeled
attack data. Examples include adversarially augmented ensemble
learning for handling class imbalance [14], time-series models for
IoT traffic analysis [15], attention-based architectures for feature-
focused detection [16], and DL frameworks for threat intelligence
in industrial IoT [17]. Other studies explored feature selection
and representation learning methods to improve intrusion detec-
tion [18]. These studies achieved strong performance in supervised
intrusion detection settings. However, their dependence on labeled
attack data restricts their effectiveness in zero-day scenarios.

Apart from these supervised models, some studies introduced
mixed intrusion detection pipelines that combine classification
components with anomaly detection components. For example,
cascaded IDS models combined conventional Machine Learn-
ing (ML) with one-class support vector machines (OC-SVM) to
reduce false alarms and improve detection [19]. These methods
broaden the detection pipeline beyond standard classification, but
they still do not fully address label scarcity in dynamic attack envi-
ronments.

To reduce reliance on labeled data, researchers have explored
semi-supervised and adaptive intrusion detection methods. In Ref-
erence [20], feature selection and lightweight models were used
for resource-constrained environments. These methods improve
flexibility and reduce annotation requirements to some extent;
however, they still depend on partial supervision or predefined
learning strategies and do not fully capture the underlying struc-
ture of normal traffic.

Later, unsupervised and OCL approaches were developed to
model normal behavior directly from unlabeled data. For example,
in Reference [21], AEs were combined with OC-SVM to learn
representations for intrusion detection. Generative and adversarial
models have also been proposed to learn latent representations and
detect deviations from normal patterns [22]. In addition, open-set
and reinforcement learning–based methods have been explored for
detecting unknown attacks in industrial IoT environments [23]. In
Reference [24], OC-SVM combined withGaussianmixture models
was used for anomaly detection. A recent survey highlights the
increasing use of one-classmethods in industrial anomaly detection
tasks [6, 25]. Even though these approaches reduce dependency
on labeled data, they often suffer from unstable training, limited
feature representation, and lack of built-in interpretability.

Beyond these approaches, hybrid and paradigm-fusion learn-
ing frameworks that combine different modeling approaches
to enhance generalization and robustness have gained the
researchers’ attention in recent literature. These frameworks inte-
grate data-driven learning with structured or mechanism-based
constraints, allowing models to learn from data while also
reflecting the underlying behavior of the system. For example,
physics-informed neural networks incorporate domain-specific
physical laws into neural network training, ensuring consistency
with known system dynamics while learning from data [26].
Similarly, hybrid models [27] that combine constraints with data-
driven learning have been used in complex systems, specifically
when the available data are limited or noisy.

Collectively, the existing body of IDS research has gradually
shifted toward less label-dependent learning paradigms including
semi-supervised, unsupervised, and one-class approaches. Despite
this transition, several challenges exist. Current methods in the lit-
erature typically do not utilize self-supervision to represent feature
relationships or combine representation learning with compact
latent modeling. Furthermore, interpretability is usually assessed
via post hoc analysis rather than being inherently included within
each model especially for tabular intrusion data. To address these
shortcomings, this study introduces a new unified framework
called SS-OC-TabNet that combines the feature representation
learning and one-class compactness learning of normal traffic
within the TabNet architecture with built-in support for inter-
pretability in tabular intrusion detection.

3. Proposed SS-OC-TabNet Model for IDS

The proposed SS-OC-TabNet framework is a label-free
intrusion detection framework that combines self-supervised rep-
resentation learning and one-class compactness optimization
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within a unified architecture. The self-supervised component
learns informative representations of normal network traffic,
while the compactness component refines them by encour-
aging normal samples to cluster in the latent space. As a
result, the framework supports anomaly detection without attack
labels while improving representation quality and interpretability.
Figure 1 illustrates the overall workflow of the SS-OC-TabNet
framework, which consists of three sequential stages. In the first
stage, the encoder is trained to capture relationships among
features in network traffic data using a masked-feature recon-
struction task. In the second stage, the encoder is further refined
using a hypersphere-based compactness objective, encouraging
the latent representations of normal traffic to form a tightly clus-
tered region. In the final stage, unseen traffic samples are encoded
into the latent space, and their distance from the learned nor-
mal center is used as an anomaly score for detection. These
stages in the unified framework form a coherent, label-free, and
interpretable intrusion detection pipeline. TabNet is employed as
the backbone encoder of the proposed framework because its
sequential attention mechanism is well suited to learning feature
dependencies in tabular network traffic while promoting sparse
feature selection [28, 29]. This enables the framework to focus
on the most informative traffic attributes, suppress less relevant
features, and provide greater transparency in the prediction pro-
cess. Such properties are especially valuable in security-critical and
resource-constrained environments. In addition, its compatibility
with structured high-dimensional data makes it suitable for scal-
able real-time intrusion detection [30].

3.1. Representation learning

The first stage of the proposed SS-OC-TabNet framework
learns feature representations from normal training samples only.
In this phase, the encoder is trained in a self-supervised man-
ner using unlabeled benign network traffic, without using attack
labels. Restricting the training process to normal samples allows
the model to learn the intrinsic feature dependencies of benign

traffic patterns, which provides a stable initialization for the sub-
sequent anomaly detection stage. This pretraining also improves
generalization and reduces the risk of representation collapse that
may occur in unsupervised learning settings [7].

To realize the SSL objective, a masked-feature reconstruction
task is adopted [12, 13]. For each input vector xi ∈ R

d, a subset
of features is randomly masked, and the model reconstructs the
masked features from the remaining unmasked attributes. This
encourages the encoder to capture relationships among tabular
features and to form informative latent representations of normal
traffic. The reconstruction loss is defined as [9]

LSSL = 1
N
∑N

i=1

1∣Mi ∣ ‖‖x(Mi)
i − x̂(Mi)

i
‖‖22 (1)

where Mi ⊂ {1, . . . , d } denotes the set of masked-feature indices
for the ith sample, x(Mi)

i and x̂(Mi)
i denote the true and recon-

structed masked features, respectively, and N is the total number
of normal training samples. Minimizing LSSL encourages the
encoder to learn local and global correlations among normal
traffic attributes. In addition, TabNet’s attentive feature selection
mechanism emphasizes the most informative unmasked features
[29], which helps improve sparsity and interpretability in the
learned representations. After convergence, the encoder parame-
ters are denoted by 𝜃, which define the mapping f𝜃(x) from an
input sample x to its latent representation z = f𝜃(x). The pre-
trained encoder obtained in this stage serves as the foundation for
subsequent one-class compactness optimization [11, 31].

3.2. Compactness optimization

The second stage of the proposed SS-OC-TabNet framework
fine-tunes the pretrained encoder using the same normal training
samples only in order to learn a compact distribution of benign
traffic in the latent space. Since only normal samples are used, the
encoder is encouraged to map benign traffic representations close
to one another, thereby forming a compact normality region that

Figure 1
The proposed SS-OC-TabNet model workflow for intrusion detection in AIoT systems
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can later be used to distinguish normal and anomalous behav-
ior [6, 32]. The compactness objective is formulated with respect
to a hypersphere center c, where c is defined as the mean of the
latent embeddings of the normal training samples. The optimiza-
tion objective minimizes the mean squared distance between each
latent representation and this common center, as follows [21, 33]

LOC = 1
N
∑N

i=1
∥ f𝜃(xi) − c ∥22, (2)

where N denotes the number of normal training samples. This
objective can be interpreted as minimizing the intra-class vari-
ance of normal samples in the latent space, thereby restricting the
support of the learned normal distribution and forming a com-
pact representation of benign behavior. Minimizing LOC enforces
intra-class compactness in the latent space by encouraging nor-
mal samples to cluster around the center c. Unlike conventional
Deep SVDD, which directly imposes compactness on latent rep-
resentations [34], the proposed framework applies this objective
after a self-supervised pretraining stage.

During fine-tuning, the reconstruction objective from the
self-supervised pretraining stage is retained and optimized jointly
with the compactness objective. This allows the encoder to
preserve the informative feature relationships learned during
reconstruction while further shaping the latent space so that
benign traffic becomes more tightly grouped. The overall fine-
tuning objective is therefore defined as [21]

Ljoint = LSSL + 𝜆OCLOC (3)

where LSSL is the masked-feature reconstruction loss defined in
the previous subsection, LOC is the one-class compactness loss,
and 𝜆OC is a weighting parameter that controls the contribution
of the compactness term. The joint optimization of these two
objectives allows the model to preserve meaningful feature struc-
ture learned during self-supervision while simultaneously reducing
the spread of normal samples in the latent space. From a gen-
eralization perspective, this combination improves robustness to
new unseen attacks as the reconstruction component captures
feature relationships in normal traffic and the compactness loss
enforces a compact normal region for anomaly detection. As a
result, anomalous samples can be more effectively identified dur-
ing inference based on their deviation from the learned normal
region in the latent space.

3.3. Inference mechanism

After the training process, the learned encoder f𝜃(x) with
the compactness center c is utilized to test the new network traf-
fic. Inference uses the learned encoder to transform a test instance
x into its latent space and then measures how much this instance
deviates from the learned center c, to determine whether it behaves
normally. The anomaly score is determined by the Euclidean dis-
tance between the encoded test instance and the center c [7, 13],

S(x) = ∥ f𝜃(x) − c ∥2, (4)

where ‖ · ‖2 denotes the Euclidean norm. A detection threshold𝜏 is found using the validation dataset to separate normal and
anomalous traffic samples. The classification rule is defined as
below:

ŷ(x) = {1
0

if S(x) > 𝜏 (anomalous),
if S(x) ≤ 𝜏 (normal). (5)

Here, ŷ(x) represents the predicted class label. Samples with
anomaly scores exceeding 𝜏 are identified as intrusions, whereas
those below the threshold 𝜏 are considered benign. The inference
procedure requires only one pass of the encoder, thus providing
fast inference and allowing for deployment in real time or other
resource-constrained environments. The ability of the model’s
decision-making process to be explained due to the use of compact
representations and attention-based feature selection is another
benefit of the approach.

4. Experimental Setup

4.1. Dataset description

The NSL-KDD dataset derived from the benchmark dataset,
KDD Cup 1999, was used to evaluate the proposed framework
[20, 35]. In this version, duplicate and redundant records from
the original KDD dataset were removed to provide a more reli-
able benchmark for intrusion detection. Each record represents a
unique TCP/IP network connection and contains 41 traffic fea-
tures, including both basic connection attributes and statistical
properties of network behavior. In addition, the ToN-IoT dataset
[36] was considered to assess the framework on a more recent IoT-
oriented intrusion detection benchmark. The ToN-IoT dataset
contains telemetry and network traffic data collected from hetero-
geneous IoT and IIoT environments and reflects modern attack
scenarios in connected systems. The data distribution is given in
Table 1.

As shown in Table 1, the NSL-KDD training set contains
67,343 normal and 58,630 attack samples, while the testing set
contains 9,710 normal and 12,833 attack samples. For ToN-IoT,
the training set contains 150,000 records, comprising 41,167 nor-
mal and 108,833 attack samples, whereas the testing set contains
50,000 records, including 36,336 normal and 13,664 attack sam-
ples. For both datasets, the intrusion detection task was defined
as a binary classification problem consisting of normal and attack
classes. This binary setting allows the model to learn normal
traffic representations and detect deviations as anomalies. It is
therefore appropriate for one-class and self-supervised intrusion
detection.

Table 1
Data distribution for the study datasets

Class Training set Testing set

NSL-KDD Normal 67343 9710
Attack 58630 12833

ToN-IoT Normal 41167 36336
Attack 108833 13664

4.2. Model architecture

The proposed SS-OC-TabNet was developed based on an
encoder–decoder architecture for self-supervised representation
learning. Table 2 summarizes the network configuration for the
proposed model by including input and output dimensions with
activation functions for each layer. In this table, n is the number
of input features, and d is the batch size [10].

The encoder is implemented using a TabNet block that
performs feature transformation and attentive masking across
multiple sequential decision steps. The block produces a trans-
formed feature representation of dimension 32 along with
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Table 2
Network architecture of the proposed model

Layer
Output
shape Activation

#
Param

Input (n, d) — 0

TabNet block* (n, 32) ReLU 12,891

Latent code (n, 16) ReLU 528

Dense (n, 64) ReLU 1,088

Dense (n, 64) ReLU 4,160

Output (n, d) Linear 2,665

Note: * The TabNet block includes feature transformer and attentive
mask modules, producing three attention masks of shape (n, d).

attention masks over the input features, enabling the model to
emphasize informative attributes while suppressing less relevant
ones [11]. The obtained feature representation is passed through
a linear bottleneck layer with 16 neurons to obtain a compact
latent vector.

The decoder reconstructs the input from the latent vector
using two fully connected layers with ReLU activation, followed
by a final linear layer that restores the original feature dimension
(n, d). As shown in Table 2, the architecture maintains the input
dimensionality while learning a compact and informative latent
representation for anomaly detection.

4.3. Model training setup

All experiments were conducted in the Google Colab Pro
environment using a Tesla T4 GPU with 16 GB VRAM, 12
GB RAM, and Python 3.10. The TabNet-based models were
implemented in TensorFlow 2.15 using Keras [8]. The train-
ing procedure consisted of two stages. In the first stage, the
reconstruction-based pretraining model was trained for 50 epochs
with a batch size of 128 using the Adam optimizer. In the sec-
ond stage, the pretrained model was fine-tuned for 15 additional
epochs using a joint reconstruction and one-class compactness
objective. For fine-tuning, the Adam optimizer was also used with
a learning rate of 1 × 10–3. The one-class loss weight was set to𝜆OC = 0.01.Model weights were initialized using Glorot uniform
initialization. To improve training stability and limit overfitting, a
ReduceLROnPlateau scheduler and early stopping with a patience
of 5 epochs were applied. More importantly, during both stages
of training, random seeds were fixed to ensure reproducibility.

5. Results and Discussion

This section describes the experiments designed to evaluate
the proposed SS-OC-TabNet framework from multiple perspec-
tives and discusses the results to demonstrate its effectiveness for
label-free intrusion detection. The analysis focuses on the model’s
learning stability, detection capability, robustness under different
evaluation settings, and interpretability. In addition, the results
are compared with related methods to provide a clearer under-
standing of the strengths of the proposed framework.

5.1. Model generalization ability analysis

The robustness and stability of the proposed SS-OC-TabNet
framework are evaluated by analyzing its training behavior and
reconstruction performance.

5.1.1. Learning curve analysis
Learning curves are used to assess training stability and

generalization behavior. The trends in training and validation
loss provide insight into convergence and potential overfitting
[7]. For one-class models such as SS-OC-TabNet, stable learning
behavior is important for accurately modeling normal patterns.
Figure 2 shows the training and validation loss over 15 epochs.
The observation clearly indicates that the two curves follow a simi-
lar downward trend throughout training, with no clear divergence.
Both losses decrease rapidly in the initial epochs and gradually sta-
bilize as training progresses, showing only minor variation. This
behavior indicates stable learning without evident overfitting. The
close agreementbetween the twocurves also suggests that themodel
learns representative patterns of normal traffic without evident
overfitting, which is important for reliable intrusion detection.

Figure 2
Learning curve of the proposed model

5.1.2. Reconstruction ability analysis
Reconstruction error (RE) analysis is used to evaluate the

ability of the model to distinguish normal data from anoma-
lous patterns [7, 21]. In a one-class setting, normal samples are
expected to have low RE, while anomalous samples typically pro-
duce higher errors due to their deviation from learned patterns.

Figure 3 shows the distribution of REs for normal and
anomalous samples. Normal traffic (blue) is concentrated near
zero, indicating accurate reconstruction of benign patterns. On the
other hand, anomalous samples (red) exhibit a wider distribution
with higher error values. The dashed red line (𝜏 = 0.0017) denotes
the decision threshold used to distinguish normal and anoma-
lous samples. Most normal samples lie below this threshold, and
anomalous samples lie above this threshold. This separation indi-
cates that the model can effectively distinguish abnormal patterns
based on RE.

5.2. Structural ablation analysis

In this section, the contribution of each component of
the proposed framework is evaluated using a structural abla-
tion analysis under a controlled experimental setting. All variants
were evaluated using the optimal configuration described in the
experimental setup, with the same encoder architecture, training
settings, and hyperparameter values retained throughout. There-
fore, the performance differences observed across the variants
reflect the contribution of the individual components.
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Figure 3
RE distribution of the proposed model

5.2.1. Performance evaluation
Table 3 presents the results of the structural ablation anal-

ysis. The unsupervised TabNet model (U-TabNet) serves as the
baseline. The U-TabNet + RE variant refers to the baseline with
the representation learning component, and the U-TabNet + OC
variant refers to the baseline with the OC compactness compo-
nent. The proposed model includes both components. In addition,
the supervised TabNet model (S-TabNet) is included for compar-
ison. Relative to the baseline U-TabNet, the U-TabNet + RE
variant increases the accuracy from 0.7017 to 0.8313, the detec-
tion rate (DR) from 0.5222 to 0.7569, improves the F1-score from
0.6641 to 0.8363, and reduces the false alarm rate (FAR) from
0.0514 to 0.0278. This reveals that the U-TabNet + RE variant
enhances feature quality and improves the separation between
normal and anomalous traffic.

Table 3
Performance evaluation results of the proposed model

Variants ACC DR FAR F1

U-TabNet 0.7017 0.5222 0.0514 0.7569
U-TabNet + OC 0.8296 0.7217 0.0278 0.8282
U-TebNet + RE 0.8313 0.7569 0.0278 0.8363
S-TabNet 0.8707 0.7913 0.0515 0.8546
Proposed 0.8589 0.8074 0.0140 0.8767

A similar improvement trend is observed for the U-TabNet
+ OC variant. In this case, the accuracy increases from 0.7017 to
0.8296, the DR rises from 0.5222 to 0.7217, the F1-score improves
from 0.6641 to 0.8282, and the FAR decreases from 0.0514 to
0.0278. This suggests that the one-class compactness component
contributes to a more discriminative feature space by encourag-
ing normal traffic patterns to remain more concentrated, which
improves their separation from anomalous samples. The pro-
posed model, which combines both components, achieves the best
overall performance among the unsupervised variants, with an
accuracy of 85.89%, DR of 80.74%, FAR of 1.40%, and F1-score
of 87.67%. These results indicate that these two components are
more effective when used jointly, with the representation learning

component improving feature quality and the OC compactness
component further regularizing the learned space. As such, their
combination leads to stronger discrimination capability and sub-
stantially fewer false alarms than either variant alone.

Overall, the proposed model outperforms both U-TabNet
+ RE and U-TabNet + OC, achieving the best performance
among the unsupervised variants. However, when compared with
the S-TabNet model, it shows slightly lower accuracy, but it
achieves a higher F1 with lower FAR. This characteristic is partic-
ularly advantageous in IDS, where excessive false alarms reduce
operational effectiveness. Moreover, the proposed SS-OC-TabNet
model avoids the need for labeled attack data.

5.2.2. ROC curve analysis
The receiver operating characteristic (ROC) curve assesses

classifier performance by plotting the true positive rate against the
false positive rate at different decision thresholds. The area under
the curve (AUC) assesses the overall discrimination ability of a
classifier, with higher values indicating better separation between
normal and anomalous traffic [8, 32].

Figure 4 illustrates the ROC curves of all compared models.
The proposed model shows a steep increase at low false posi-
tive rates and also remains close to the upper-left corner of the
ROC plot. This confirms that it can detect anomalous traffic
more effectively across different thresholds. S-TabNet also shows
a similar pattern. However, the other unsupervised models, U-
TabNet + RE and U-TabNet + OC remain below these two curves
with U-TabNet showing the weakest curve overall, especially as
the false positive rate increases. The same trend is also observed
in the AUC values, with the proposed model gaining the high-
est AUC at 0.9556 among the unsupervised variants. S-TabNet
achieves an AUC of 0.9476, while U-TabNet + RE, U-TabNet
+ OC, and U-TabNet obtain 0.9141, 0.9025, and 0.8367, respec-
tively. This ordering is consistent with the structural ablation
results discussed in the previous subsection and confirms that
both the representation learning and OC compactness compo-
nents improve the discrimination capability of the baseline model.
Overall, the results indicate that the proposed model achieves the
most effective separation between normal and anomalous traffic
and offers the best balance between detection performance and
false alarms among the unsupervised variants.

Figure 4
ROC analysis results of the proposed model
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5.2.3. Latent space behavior analysis
To better understand the role of each component in shaping

the latent space, the distributions of reconstruction score, com-
pactness score, and anomaly score are analyzed for normal and
anomalous samples. Figure 5(a) shows the reconstruction score
distribution obtained from the reconstruction component. Nor-
mal samples exhibit lower RE, while anomalous samples produce
higher errors. This indicates that the representation learning is
effective in capturing the normal traffic behavior. However, the
overlap between the two distributions suggests that reconstruction
alone does not provide a clear boundary for separating normal
and anomalous samples.

Figure 5(b) presents the compactness score distribution from
the compactness component. Normal samples are more con-
centrated around the latent center, whereas anomalous samples
are more dispersed. While this improves the organization of the
latent space, the separation is still limited because compactness is
applied without sufficiently rich feature representations.

Figure 5(c) shows the anomaly score distribution obtained
from the proposed model. In this case, the separation between
normal and anomalous samples becomes more distinct, with
less overlap than that observed in the reconstruction-based and
compactness-based variants. Here, the reconstruction component
helps the proposed model learn the normal traffic behavior, while
the compactness component helps to pull the normal samples
close together in the latent space. Thus, these two components,
when combined in the proposed model, contribute in different
ways to give a more discriminative anomaly score. On the whole,

the latent behavior analysis results are in line with the performance
and ROC analyses discussed in earlier subsections, validating that
the proposed model outperforms the variants built with only one
of the two components.

5.2.4. Statistical significance analysis
To further validate the contribution of each component, a

statistical significance analysis was performed using McNemar’s
test. Figure 6 presents the odds ratios (OR) with confidence inter-
vals for pairwise comparisons between different model variants.
An OR greater than 1 indicates that the first model in the com-
parison makes fewer errors than the second. The comparisons
between the proposed model and its ablated variants show consis-
tent improvement. In particular, the proposed model demonstrates
clear gains over the unsupervised variants, U-TabNet + RE and
U-TabNet + OC, which indicates that combining representation
learning with OC compactness leads to fewer misclassifications
than using either component independently.

The improvement is even more pronounced when com-
pared with the baseline U-TabNet, where a substantially higher
OR is observed. In contrast, the comparison between U-TabNet
+ RE and U-TabNet + OC indicates that U-TabNet + RE
has an advantage over U-TabNet + OC, but the difference is
smaller than the gain achieved by the proposed model over
either single-component variant. This shows that each compo-
nent is useful individually, while their combination provides the
strongest discrimination performance. The confidence intervals
for most comparisons remain above 1, indicating that the observed

Figure 5
Latent space behavior analysis of the proposed model in terms of (a) reconstruction, (b) compactness, and (c) anomaly scores

Figure 6
Statistical analysis results of the proposed model
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improvements are statistically significant rather than due to ran-
dom variation. Overall, these results provide statistical evidence
that the integration of representation learning and OC compact-
ness produces a complementary effect, leading to more reliable
and consistent intrusion detection performance.

5.3. Model classification behavior analysis

This subsection analyzes the classification behavior of the
proposed model using confusion matrices and t-distributed
stochastic neighbour embedding (t-SNE) visualizations. The anal-
ysis highlights class separation and misclassification patterns in
comparison with the supervised baseline, S-TabNet. Figure 7(a)
depicts the confusion matrix of S-TabNet. Although the model
correctly classifies many samples, a noticeable number of mis-
classifications are observed, particularly for attack samples being
predicted as normal. This indicates that while S-TabNet achieves
strong performance, its ability to distinguish certain attack pat-
terns from normal traffic remains limited.

Figure 7(b) presents the confusion matrix of the proposed
model. The number of correctly classified normal (9266) and
attack (10362) samples is higher, while the number of misclassi-
fications is reduced compared to S-TabNet. In particular, fewer
normal samples are misclassified as attacks, indicating better con-
trol of FAR. However, some attack samples are still classified
as normal, suggesting that certain attack patterns are difficult to
distinguish from normal traffic. Subsequently, t-SNE is used to
project the high-dimensional feature representations into a two-
dimensional space for visualization. This helps illustrate how well
normal and anomalous samples are separated and where misclas-
sified samples are located. As shown in Figure 7(c) and (d), the
t-SNE plots depict the classification behavior of the S-TabNet
and the proposed model, respectively. In S-TabNet, the normal

and attack samples are less distinctly separated, and the misclas-
sified samples appear in several regions of the feature space. In
the proposed model, the normal samples are grouped more com-
pactly, while the attack samples are positioned farther away from
them. The remaining misclassified samples are mostly found in
the transition region between the two groups, showing that errors
mainly occur for samples that are harder to distinguish. Over-
all, compared with S-TabNet, the proposed model shows better
classification behavior, with improved feature-space separation
and fewer misclassifications. This confirms that the learned rep-
resentations of the proposed model better distinguish between
normal and anomalous traffic, resulting in more reliable intrusion
detection.

5.4. Model interpretability analysis

Model interpretability is important for building trust and
improving transparency in IDSs, especially in security-critical
environments. SHapley Additive exPlanations (SHAP) are uti-
lized to compare the interpretability of the S-TabNet and the
proposed model. Global SHAP analysis is used to examine overall
feature importance, whereas local SHAP analysis explains fea-
ture contributions for individual predictions. The analysis shows
which features contribute most to the predictions of each model
and how the decision patterns differ between them.

5.4.1. Global summary plot
Global feature importance is evaluated using mean absolute

SHAP values to compare the decision behavior of S-TabNet and
the proposed SS-OC-TabNet model. This analysis identifies the
features that consistently influence model predictions and high-
lights how the two models differ in their use of traffic features

Figure 7
Classification behavior analysis results. (a) S-TabNet confusion matrix, (b) proposed model confusion matrix, (c) S-TabNet t-SNE

plot, and (d) proposed model t-SNE plot
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[29, 37, 38]. Figure 8(a) presents the global SHAP feature impor-
tance of the supervised S-TabNet model. The highest contribu-
tions come from protocol_type, serror_rate, and service, indicating
that the model mainly relies on protocol and error-related fea-
tures. The host-based features such as dst_host_srv_count and
dst_host_same_srv_rate also contribute, but with lower impor-
tance. This indicates that the model relies mainly on features that
separate attack and normal traffic based on the training data used
for supervision.

In contrast, Figure 8(b) presents the global SHAP feature
importance for the proposed SS-OC-TabNet model. The model
assigns higher importance to features that describe traffic behav-
ior, such as same_srv_rate, rerror_rate, srv_serror_rate, and count.
Furthermore, it is evident that the host-level features such as
dst_host_srv_count and dst_host_same_srv_rate contribute more
strongly to the predictions. This reveals that the proposed model
utilizes more the features that describe general traffic behavior
than the features related to specific attack types. Overall, the
two models follow different feature-use patterns. S-TabNet uses
more on protocol- and error-related features, whereas the pro-
posed model uses general traffic features. Hence, it is evident that
the proposed model identifies malicious traffic by examining how
it differs from regular traffic patterns, rather than by depending
mainly on features linked to predefined attack classes.

5.4.2. Local force plot
To examine how individual predictions are formed, SHAP

force plots are used to provide local, instance-level explanations

for both S-TabNet and the proposed SS-OC-TabNet model. These
plots are utilized to examine how individual features contribute
to the prediction for a given traffic instance. Features in red push
the prediction toward the anomalous class, while features in blue
push it toward the normal class [25, 30].

Figure 9(a) presents a representative local explanation from
S-TabNet. In this example, the prediction is mainly influenced
by service, flag, count, and srv_count, which increase the out-
put score. In contrast, features such as dst_host_same_srv_rate
and num_outbound_cmds reduce the score and partially offset
this effect. This suggests that the supervised model bases its deci-
sion mainly on a small set of influential features. Figure 9(b)
presents the local SHAP explanation for the proposed SS-OC-
TabNet model. Here, several traffic-related features contribute to
the prediction, including count, srv_error_rate, dst_host_count,
and serror_rate. The prediction is influenced by the combined
contribution of several host-level and error-related features, rather
than by a single dominant feature. This is consistent with the
global SHAP results, where the proposed model gives impor-
tance to features that describe general traffic behavior. This
indicates that the model identifies anomalous traffic by exam-
ining general traffic features. Overall, the local SHAP results
indicate that S-TabNet makes its prediction mainly from a small
number of highly influential features, whereas the proposed SS-
OC-TabNet model uses several features related to normal traffic
behavior. This agrees with the global SHAP results, where the pro-
posed model places more importance on behavior-related traffic
features.

Figure 8
Global summary plot comparing (a) S-TabNet and (b) proposed model for intrusion detection

Figure 9
Local force plot comparing (a) S-TabNet and proposed (b) model for intrusion detection
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5.4.3. Feature mask importance analysis plot
To understand how the proposed model selects and uses

features during decision-making, the feature masks learned at dif-
ferent decision steps are analyzed. TabNet employs a sequential
attention mechanism, where different features are emphasized at
each step. Figure 10 shows the feature importance across deci-
sion steps in the proposed model. In Step 2, features such as
protocol_type, srv_count, and rerror_rate have higher importance,
indicating their role in the initial stage of the decision process. In
Step 3, features such as duration, land, dst_bytes, and flag become
more important, indicating that different traffic features are used
in the later stage of the decision process. This change across deci-
sion steps indicates that the proposed SS-OC-TabNet model does
not depend on a static set of features but instead improves its
decision by focusing on different features at each stage.

5.5. Deployment feasibility analysis

The feasibility of deploying the proposed model is assessed
through its parameter complexity, memory footprint, and infer-
ence latency. These aspects determine the applicability of the
proposed model in real-time intrusion detection scenarios with
constrained resources. As shown in Table 4, the proposed model
contains 21,332 parameters, including 20,948 trainable and 384
non-trainable parameters, which indicates a compact design. The
model has an estimated size of 0.081 MB, while the saved file size
is 0.144 MB. The difference is attributed to the additional struc-
tural and serialization information stored with the saved model
file. Despite this difference, the storage footprint remains low,
making the proposed model suitable for memory-constrained edge
environments.

Table 4
Deployment feasibility metrics of the proposed model

Category Metric Value

Model complexity Total parameters 21,332

Trainable parameters 20,948

Non-trainable parameters 384

Memory footprint Model size (MB) 0.081

Saved model size
(MB)

0.144

Inference efficiency Inference time/sample
(ms)

0.263

Inference analysis results in Table 4 show that the model
requires 5.93 s in total, with an average processing time of 0.263
ms per sample. This suggests that each traffic sample can be
analyzed with very low delay, and this supports its use in time-
sensitive intrusion detection settings. The small model size and low
inference time show that the proposed framework is suitable for
deployment in edge AIoT environments with limited memory and
computing resources. Furthermore, the reduced model size and
efficient execution support scalable and energy-aware deployment
across distributed monitoring nodes without significant overhead.

5.6. Comparison with related works

To further assess the proposed model in a realistic intrusion
detection scenario, it was evaluated on the ToN-IoT dataset, and
its performance was compared with several recent studies as sum-
marized in Table 5. The proposed model shows an accuracy of
93.20%, precision of 93.20%, a recall of 93.71%, and an F1-score
of 93.45%, with a FAR of 2.13%, demonstrating reliable detection
performance with few false alarms.

Table 5
Comparison with related works on the ToN-IoT dataset

Studies ACC PRE DR FAR F1

[15] 99.76 99.76 99.76 99.76

[16] 99.68 99.67 99.68 99.62

[17] 98.52 98.88 98.85 98.46

[18] 98.60 98.35 98.65 98.50

[39] 98.59 96.91 97.38 1.01 97.15

[6] 88.00 85.00 81.00 9.20 83.00

Proposed 93.20 93.20 93.71 2.13 93.45

As shown in Table 5, the methods in References [15–18,
39] achieve higher classification performance than the proposed
model. These methods are based on supervised learning, and their
performance depends on the availability of labeled training data.
In zero-day intrusion detection, such a requirement is restrictive
because newly emerging attacks do not have labeled samples dur-
ing training. A more suitable comparison is with Reference [6],
which also considers a one-class detection setting. In this case,
the proposed model outperforms [6] in accuracy, precision, recall,
and F1-score and lowers the FAR from 9.20 to 2.13. These results

Figure 10
Feature mask importance plot across decision steps in the proposed model
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highlight the effectiveness of the proposed model in minimizing
false alarms and improving the reliability of intrusion detection.

From the above findings, the proposed model can be consid-
ered effective for anomaly-oriented intrusion detection. Although
supervised methods report higher classification scores, their per-
formance depends on labeled training data. In contrast, the
proposed model outperforms other one-class methods, particu-
larly in terms of FAR. Hence, these findings suggest that the
proposed model can provide competitive detection performance
in a more practical zero-day setting.

6. Conclusion

This study proposed a self-supervised one-class framework
named SS-OC-TabNet to address the problem of limited labeled
data in intrusion detection for AIoT environments. The proposed
framework combines self-supervised representation learning with
one-class compactness optimization within a unified TabNet-
based architecture, allowing normal traffic patterns to be learned
effectively without the need for labeled attack data.

The extensive experimental evaluation demonstrated that the
proposed model achieved strong intrusion detection performance
with low false alarms compared to other unsupervised approaches
while maintaining performance comparable to supervised meth-
ods. The ablation, ROC, latent space, and interpretability analyses
further demonstrated that using the two learning stages together
improved the distinction between normal and anomalous traffic
and increased the interpretability of the detection process. In sum-
mary, these findings indicate that the proposed SS-OC-TabNet
provides an effective and interpretable solution for intrusion detec-
tion in AIoT environments where labeled attack data are limited
or unavailable. The compact model size and low inference latency
also indicate its potential for energy-efficient deployment in edge
AIoT environments.

The future scope of this work includes evaluating the pro-
posed framework on more diverse and realistic datasets to further
examine its generalization ability. Another direction for future
work is to study multicenter compactness objectives for complex
normal traffic distributions and drift-aware adaptation strategies
for evolving traffic conditions. A further scope of this work lies
in validating the proposed framework on edge-based platforms to
assess its practical suitability with respect to processing efficiency,
energy demand, and scalability in AIoT applications.
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