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Abstract: We present an integrated system, which is a mix of summarization as well as Question Answering (QA) to boost the per-
formance regarding information retrieval (IR) for long and domain-intensive documents. This work creates a synergistic relationship
between both tasks to enhance retrieval efficiency and quality of answers, unlike previous studies focusing separately on either sum-
marization or QA. The framework proposed is comprised of three stages. First, it involves summarization that is used for condensing
documents, maintaining their key semantic content. Second, it employs a retrieval-augmented generation (RAG) architecture, where
the all-MiniLM-L6-v2 model is used for the retrieval stage, while T5 and BART-Large-CNN models are utilized for the generation
stage. Lastly, answers generated are put into comparison with a baseline system which works with complete document processing with-
out summarization. Results at the NIPS dataset reveal that integrating summarization with QA significantly improves each summary
informativeness and answer accuracy. To investigate the impact of summarization inside the retrieval pipeline, two complementary
eventualities are explored. First, Proactive Summarization as an Indexing Tool (Summarization-First) plays summarization earlier than
the indexing and retrieval stages to reduce record size and improve retrieval performance while keeping semantic relevance. Second,
Query-Guided Contextual Summarization (Retrieval-First Summarization) applies summarization after the retrieval level, wherein only
the retrieved relevant passages are summarized in step with consumer question for generating more targeted and context-conscious
solutions. These two scenarios enable a comparative analysis of the way the position of summarization within RAG pipeline impacts
retrieval efficiency as well as solution era quality.
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1. Introduction

Nowadays, information retrieval (IR) is of high importance
in individuals’ daily lives since it is integrated into many help-
ful features, such as personal assistants, digital libraries, internet
browsing, chatbots, along with question-answering systems. Find-
ing and retrieval information associated with user’s request is the
main goal. The results are often ordered based on how compara-
ble they are to user’s query because several items could be relevant.
Conventional systems of text retrieval are primarily dependent on
matching terms between documents and queries at the beginning
of the field of IR. Yet, lexical gaps, synonymy, and polysemy are
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problems with such term-based retrieval systems that may limit
their efficacy [1].

The IR systems attempt to overcome the era of information
overload where users attempt to obtain information more effec-
tively and efficiently. Integrating large language models (LLMs)
has radically changed the way IR systems are viewed, such as the
addition of the LLM-generated data as new data source in IR
systems, the substitution of passive retrieval to the proactive gen-
eration as basic paradigms, and the use of the LLM as a results
evaluator of IR systems [2].

Important information is lost or overlooked because of the
continuously increasing and huge size regarding textual corpora
on internet. However, it takes a lot of time and effort for human
professionals to summarize such resources. This means that the
task must be automated. Natural language processing (NLP)
can be defined as multidisciplinary topic of study combining ele-
ments and methods from linguistics, computer science, and Al.
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It handles developing procedures that effectively and meaningfully
evaluates enormous volumes of textual data. The technique of
automatically producing concise as well as fluid summary which
encapsulates the key concepts and subjects of one or more papers
is known as text summarization, basic NLP subtask [3, 4]. One of
the major significant applications is TS. The user might quickly
identify the more relevant documents without having to read the
entire document thanks to TS systems, which provide succinct
information from source content. Various systems, such as search
engines, and a lot of individuals, including scholars, can bene-
fit from TS systems. They enable them to do their duties more
effectively [5].

Depending on the required type of summary and input,
there are various summarization types. Abstractive and extractive
summarizations are the two main categories of summarizations.
Text segments, just like the most sizable terms or sentences, are
obtained from the supply text without being altered and concate-
nated for generating the summary in extractive summarization.
New sentences created through reformulating or paraphrasing
extracted content make up an abstract textual content sum-
mary type. As abstractive summaries extra evidently deliver the
which means and content regarding unique textual content,
they typically resemble human-written summaries [6]. Abstractive
summarization comprises synthesizing information from origi-
nal documents, rephrasing it, along with producing a summary
like those created manually, extractive summarization focuses on
finding as well as choosing informative sentences for summary
generation [7].

The exercise of extracting formerly unknown data through
mining facts from textual assets is referred to as text mining (TM),
and it was to start with delivered through Feldman. It uses meth-
ods and tactics from several specialized fields, such as information
extraction (IE), natural language processing (NLP), information
mining (DM), machine studying (ML), data retrieval (IR), and
records. IR, IE, and DM are the three key levels regarding textual
content mining. IR is a method that essentially corresponds to the
congregation of information following filtering the relevant doc-
uments. Explicit information regarding predetermined categories
of relation and entities is preferred by IE approaches. DM is a
method that finds subtle correlations between well-known refined
data [8].

The purpose regarding QA systems is to locate responses to
natural language questions in large collections of documents. IR
is usually used to do that. NLP in addition to linguistic sources
are frequently 4 utilized by QA structures. In addition, QA struc-
tures are designed for automatically providing specific, pertinent,
and succinct answers to their questions, that are normally made
in herbal language. Those systems play a pretty essential compo-
nent in the bridging of the conversation gaps between machine
intelligence and human language comprehension, permitting the
interplay of human beings with computers greater intuitively and
certainly. The QA systems are used in many fields such as IR,
education, customer support, virtual assistants among others [9].

The rapid growth of scientific literature has made accessing
accurate information from long documents increasingly difficult.
Although retrieval-augmented generation (RAG) has significantly
improved question answering by combining information retrieval
with large language models, its effectiveness is still limited when
processing lengthy scientific documents. Existing retrieval meth-
ods often return large amounts of redundant or partially relevant
text, increasing the context provided to the generation model
and reducing the accuracy, coherence, and efficiency of the gen-
erated answers. Extractive summarization presents an effective
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mechanism for lowering record length even as maintaining criti-
cal facts. However, most current procedures rent summarization
either as an impartial mission or as a hard and fast preprocessing
step, without investigating how different summarization strategies
affect retrieval and question answering overall performance inside
a RAG framework. In addition, question-independent summaries
may also omit information required to reply to specific consumer
questions, while retrieval-only methods often introduce pointless
context that degrades era best. Furthermore, medical documents
incorporate numerous domain-particular abbreviations and com-
plicated terminology which can lessen semantic matching between
consumer queries and file content, negatively affecting retrieval
accuracy. The selection of a suitable chew length additionally
remains a crucial challenge, as overly large chunks introduce
beside the point statistics, even as excessively small chunks may
additionally fragment the contextual proof required for correct
answer era. Therefore, there may be a need for an integrated
RAG framework that effectively combines semantic retrieval,
extractive summarization, and query answering while investi-
gating alternative summarization strategies for lengthy scientific
documents. Such a framework should lessen redundant context,
hold question-applicable statistics, enhance retrieval effectiveness,
and generate accurate and coherent answers. The proposed frame-
work does not include an OCR module. The input consists of
textual research documents stored in CSV format, where the text is
already digitally available. Therefore, OCR performance is outside
the scope of this work.

The main contributions of the present paper to make the
extraction of answers semantically efficient, this paper uses empir-
ical methodology through comparing two structural pipelines
which vary in the information flow sequence. The main research
question is to determine the best positioning of extractive summa-
rization as a part of the RAG pipeline. Although the raw data are
prepared by initial processing, a more important question emerges
regarding the temporal placement regarding summarization: can
it be more effective to condense the information space before
retrieval, to guarantee the speed of computation, or to defer
the summarization to after retrieval to maintain query-specific
nuances? As a result, two different methodological scenarios have
been developed to analyze text condensation vs. retrieval precision
trade-off in the following way:

Scenario 1: Proactive Summarization as an Indexing Tool
(Summarization-First Approach)

Summarization in this case is considered a pre-processing
step for shrinking the size of data prior to the search. It employs
a proactive intensified summarization process, in which the whole
database is subjected to an extractive summarization process right
after the initial processing stage. The purpose of this step is to
convert large documents to small knowledge representations that
distill the key concepts. On these summaries, an (IR) search is
done based on the response to the query of the user. The com-
petitive advantage of this scenario is in its efficiency of retrieval
and speed since the system searches for a narrow semantic space,
decreasing the number of computations and in-formation noise
prior to the query arrives.

Scenario 2: Query-Guided Contextual Summarization (Retrieval-
First Summarization)

In this case, summarization is executed as a put-up pro-
cessing step, in which it only operates on documents which have
been decided to be relevant to the question. It is based totally
on the retrieval guided contextual summarization principle. The
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procedure starts with trying to find relevant documents (IR) in
the complete text corpus primarily based on the query of the user.
After the identification of the candidate documents, only this
group of documents is presented to summarization. The contex-
tual fidelity is maximized with this systemic approach where the
summary is done with respect to the query presented so that the
system concentrates on information that directly serves as answer
(RAG). This order protects the science content against the loss
of minor details that could be lost in proactive summarization
thereby increasing the quality and consistency of the final answer.

The primary aim of this dissertation is to develop a hybrid
retrieval-augmented generation (RAG) framework that enhances
information retrieval and question answering from long scientific
documents by integrating semantic retrieval with extractive sum-
marization. The proposed framework seeks to lessen redundant
contextual facts even as maintaining the maximum applicable
evidence required for correct, coherent, and efficient solution
generation. To attain this goal, the dissertation pursues the
subsequent objectives:

1) Develop a semantic retrieval mechanism able to be figuring
out the maximum applicable passages from lengthy scientific
files using Sentence-BERT (SBERT).

2) Design and investigate extractive summarization strategies in
the RAG framework:

a. An offline summarization approach based on SBERT and
TextRank for producing compact record representations
earlier than retrieval; and

b. An online question-centered summarization technique that
selects the most applicable contextual information after
retrieval in line with the consumer’s question.

The remainder of the present paper is prepared as follows.
Section 2 reviews the associated literature. Section 3 introduces the
heritage statistics required for understanding the proposed tech-
nique. Section 4 describes the substances and methods used in
this study. Section five provides the assessment results and their
discussion. Finally, Section 6 concludes the paper, and Section 7
outlines destiny studies instructions.

2. Literature Review

Recent studies associated with summarization and QA are
reviewed on this segment in a manner that gives an essential
background for positioning the proposed gadget.

2.1. Text summarization of long documents

The research is carried out by Hew Zi et al. [10]. They iden-
tified the best ML model regarding news article summarization
as well as the best text summarization. CNN/Daily Mail database
had to be used to compare TS using specific classifiers.

Guo et al. [11] proposed LongT5, an extension of the TS
architecture designed to efficiently process long input sequences by
introducing a novel Transient Global (TGlobal) attention mech-
anism and adopting the PEGASUS pre-training strategy. The
model permits green long document know-how while decreas-
ing the computational value related to general self-interest.
LongT5 become evaluated on several long-document summariza-
tion and question answering benchmarks, consisting of arXiv,
PubMed, BigPatent, MediaSum, Natural Questions, and Trivi-
aQA, achieving modern day performance on a couple of datasets.
These consequences show the effectiveness of LongT5 for

lengthy-context summarization and question answering tasks,
making it a sturdy foundation for packages regarding long files.

Jiang et al. [12] proposed Long RAG, a RAG framework
designed to improve query answering over long files by means of
introducing long retrieval units and long-context readers. Instead
of retrieving numerous short textual content chunks, the frame-
work retrieves a small wide variety of semantically entire lengthy
gadgets (about 4K tokens or more), reducing retrieval complexity
while keeping contextual data. Experimental opinions on Natu-
ral Questions, HotpotQA, Qasper, and MultiFieldQA-en prove
that LongRAG finished aggressive or superior performance com-
pared with conventional RAG processes, considerably improving
retrieval great and query-answering accuracy without requiring
extra model first-rate-tuning.

Kietikul Jearanaitanakij al. [13] intended to develop a
particular Thai news summarization system that would allow
abstractive summaries to be obtained as well as subsequently pro-
duced, not to mention highlighting the fundamental concepts.
They proposed a two-part model. Regarding the first compo-
nent, contiguous region containing important sentences has been
extracted using Text-Rank approach. In the second, optimized
mBART model has been used as LLM. Using the extracted con-
tent, abstractive summary was produced. To put it another way,
the suggested method first determines a significant news area
before sending it to mBART for summarization. The technique
resulted in news summaries preserved the syntactic style of natural
Thai language and capturing important information.

Bailly et al. [14] proposed a divide-and-summarize approach,
known as the Map method, to improve text summarization using
small language models (SLMs). The method splits a document
into smaller segments, summarizes each segment independently,
and, after that, generates a final summary from the intermedi-
ate summaries. Experimental results on simulated texts and 587
scientific articles showed that the Map approach had outper-
formed the traditional Stuff method by improving information
retention and reducing “Lost in the Middle” problem. Moreover,
the approach enabled SLMs to achieve performance comparable
to, and sometimes exceeding, that of GPT-40 in summarization
tasks.

2.2. Question answering using RAG

Aljohani and Alsanoosy [15] proposed a hybrid RAG
framework to enhance scientific question answering systems
by means of combining sparse retrieval (BM25) and dense
retrieval (MedCPT) within a modular structure. The framework
became designed to address common demanding situations in
healthcare applications, together with old understanding, hallu-
cinations, and inadequate area model in large language models
(LLMs).

Pujiono al. [16] used retrieval-augmented generation using
vector database for evaluating the produced chatbot’s perfor-
mance. This research examined the efficacy of existing LLMs
in addressing regulatory concerns pertaining to the public ser-
vice organizations. LLM used vector database for assessing and
responding to questions based on cosine similarity scores.

Binita Saha et al. conducted another research [17]. They
introduced new architecture for RAG systems that use target
corpus to reinforce question-answering tasks. The models, that
is (LLMs), have revolutionized human-like text production as
well as analysis. Nevertheless, such models depend on pretrained
data and don’t offer real-time updates if they are not combined
with live data tools. RAG enhances LLMs through generating
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contextually appropriate responses through the use of databases
as well as internet resources.

The research of Moreno Cediel et al. [18] attempted
to find and create better models regarding Spanish Answer
Extraction (AE) as well as Question Generation (QG) prob-
lems using answer aware technique. There are three distinct
datasets used for optimizing 3 multi-lingual models (mTO-base,
mT5-base, and BLOOMZ-560-M): SQAC, Spanish dataset; the
Spanish version regarding SQuAD dataset; and its combination
(SQuUAD + SQAC), which yielded somewhat superior research
findings.

Meng Wenjun et al. [19]. employed QA system that has
been created by using RAG for focusing on dangers to human
health. A total of 300 excellent question-answer pairs from six
subfields have been generated, based on the introduction of the
QA pair generating method. QA system has been created using
both advanced and naive RAG techniques.

Lin et al. [20] proposed a RAG-based question answering
system that integrates expertise graphs with large language models
to improve response accuracy and decrease hallucination prob-
lems. The proposed framework employed a Light RAG-primarily
based dual-layer retrieval mechanism, in which both entity-stage
and courting-stage facts have been extracted from a understanding
graph and integrated into the solution technology procedure.

SeongKu Kang et al. [21] provide a collection of queries
which completely covers the concepts in the document. Coverage-
based Query Set Generation (CCQGen) framework has been
introduced. The capacity of (CCQGen) of the adaptive changing
of the generation as a response to the queries that have been cre-
ated previously was one of its key differentiators. The terms that
were not adequately covered in the previous queries have been
found by SeongKu Kang et al. and utilized as prerequisites to
create new queries.

Hessa A. Alawwad et al. [22] proposed PLRTQA, a frame-
work that combines RAG with the Llama-2 huge language
model to enhance textual textbook question answering. The pro-
posed technique addresses challenges related to long contexts,
susceptible reasoning, and out-of-domain know-how by retriev-
ing applicable textbook content and integrating it into answer
era process. Experimental effects on CK12-QA dataset confirmed
advanced performance, reaching a typical accuracy of eighty-
four.24% on the take a look at set and outperforming numerous
current kingdom-of-the art techniques.

Chengke Wu etal. [23] presented a new paradigm called RAG
for Construction Management (RAG4CM). The latter consisted
of three parts: (i) a pipeline which parsed project papers to hier-
archical structures for creating knowledge pool; (i) innovative
RAG search techniques; (iii) a technique for discovering user pref-
erences. To enhance RAG findings and granularity alignment,
the first two components combined document-level hierarchical
characteristics with raw material. Preference learning produces
consistently better results as well as improve user-system inter-
actions. Several experiments have been carried out as well as
prototype system was created.

Although previous studies have investigated long-document
summarization, document-grounded question answering, and
RAG independently, few have integrated summarization as an
intermediate representation to improve retrieval and question
answering over long scientific documents. Furthermore, most
studies evaluate their methods on benchmark datasets, whereas
this work focuses on long scientific papers from the NIPS collec-
tion and proposes a hybrid RAG framework tailored for efficient
information retrieval and answer generation.
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A research gap exists in the absence of an integrated sys-
tem that combines between text summarization and question
answering in long documents. The proposed studies address those
challenges with the aid of focusing on the subsequent targets:

1) Improving semantic retrieval from long scientific documents.

2) Reducing redundant information through extractive summa-
rization at the same time as retaining essential content.

3) Investigating both offline and online summarization strategies
inside an RAG framework.

4) Enhancing solutions of high-quality through question-targeted
contextual summarization.

5) Improving semantic matching through abbreviation growth
and appropriate textual content chunking.

3. Background

3.1. Text summarization

Text summarization may be distinct as a subset concerning
NLP targeting creating short summaries from lengthy texts. Put
greater genuinely, it includes condensing huge pieces of text into
more concise and insightful summaries [24]. The TS system’s pur-
pose is to supply precis for sure files which get rid of redundant
fabric and consist of all vital facts [25]. Summaries could take
many awesome formats. It is possible to classify summarization
techniques based on what they produce and how they produce it.
One document or multiple documents could be used for extracting
a summary. Making a summary from single document is referred
to as single-document summarization. However, constructing sin-
gle summaries from multiple documents on a similar topic is
referred to as multi-document summarization [26].

3.2.1R for QA

IR can be defined as the science and art of looking for
information in documents, for documents themselves, informa-
tion about documents, databases, etc., based on the needs of the
user. Retrieving what is helpful and eliminating what is not is the
primary goal [27]. IR has been crucial in assisting QA tasks and
in managing and processing the rapidly increasing amounts of
big data. IR has historically concentrated on obtaining pertinent
material from large datasets or corpuses, a task that has grown
more difficult due to the exponential expansion of digital data.
Effectively querying massive corpora to obtain relevant results is
the focus of IR systems [28]. One of the fundamental fields of IR
in general and NLP in particular is QA. Both the enterprise and
the scientific community have recently paid greater attention to it.
QA systems aim to automatically respond to human inquiries in
natural languages based on context [29].

3.3. NLP and LLM

NLP and Al have greatly contributed to the evolution of QA
systems. The use of LLMs has transformed the NLP and trans-
formed the way we typically engaged with digital content. They
can analyze and generate text that is more like human language,
which became an inherent part of multiple industries. Although
rules-based and retrieval-based QA systems are widely used, they
are unable to comprehend complicated questions and deliver con-
textually appropriate answers. LLMs are powerful Al systems
that have been educated on the tremendous text datasets for gen-
erating humanlike language. They normally applied in regions
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like content material introduction, gadget translation, chatbots,
and summarizing data throughout a number of sectors [30].
Text generation, category, and summarization are among those
responsibilities and may be nine considered examples of the essen-
tial elements of language knowledge and language era structures.
With the demands of advanced NLP solutions still surging in
many areas such as IR, content generation, and sentiment analy-
sis, the necessity of stable and effective pertained models has never
been greater [31].

3.4. RAG technique

Generation and retrieval models are combined to create RAG.
It uses LLM for generating text in response to commands and inte-
grates information from a different system of retrieval for improving
the quality of output and relevance of context. In case when query
is received, RAG determines the most relevant pieces through the
calculation of semantic similarity between the query and every
piece that already exists. LLM is then responsible for using the
obtained pieces for responding to the query. In addition to limit-
ing the range of responses, which lowers the possibility regarding
LLM hallucinations as well as improving the quality of responses,
RAG reduces the data handled through LLMs and improves the
granularity matching between queries and contents [32].

The three main components are indexing, which involves
storing documents in database; retrieval, which involves

retrieving relevant documents in response to user query; and gen-
eration, which involves LM producing responses depending on
input prompt, i.e., the combination regarding user query as well
as relevant documents. For enabling effective and reliable retrieval
of relevant information in RAG framework, indexing is used to
transform raw text into a searchable format. Several crucial proce-
dures, including data preprocessing, vectorization, text chunking,
and index storage, are used to accomplish this.

In order model’s contextual knowledge, the retrieval phase
finds and retrieves the most relevant chunks of text from
indexed database. When determining the precision and applica-
bility regarding generated response, retrieval efficiency as well as
quality are crucial. The task of synthesizing answers depending
on the retrieved data and merging it with LLMs is carried out by
RAG generation step. Ensuring that the produced output is con-
sistent, correct, and contextually appropriate is the primary goal
of this step [33, 34].

4. Materials and Methods

4.1. System overview

The suggested work is a systematic framework, which com-
bines summarization, IR, and RAG in QA. The methodology
will focus on enhancing efficiency and contextual accuracy regard-
ing information extraction as well as answer generation. It is

Figure 1
Overall framework of the proposed summarization-first system
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per-formed in three major steps, starting with extractive summa-
rization, then IR based document selection based on the user
question, and finally the final answer utilizing RAG approach.
To maximize semantic efficiency of answer extraction, the pro-
posed study will use an empirical approach to research where
two structural pipelines (differentiated by the sequence of the
information flow) will be compared. The main research ques-
tion is to determine the optimal positioning regarding extractive
summarization in RAG pipeline. Although the raw data is prepared
by initial processing, a big question then emerges, about tempo-
ral placement regarding summarization, i.e., whether it is better
to condense the information space before the retrieval operation
to allow the computation speed or to deter the summarization till
after the retrieval operation to avoid losing query-specific nuances.
As a result, there are two different methodological scenarios that
are proposed to test the trade-off between the texts. condensation
and retrieval preciseness, as follows:

Scenario 1 (offline): SBERT-based query-independent extractive
summarization

SBERT (Sentence-BERT) may be effectively employed as a
semantic embedding model inside a query-independent extractive
summarization framework. In this state of affairs, the summariza-
tion manner no longer relies upon a user question or document
retrieval. Instead, the objective is to pick out the most vital
and representative sentences within a file based totally on their

semantic relationships. SBERT is used to generate sentence
embeddings, while cosine similarity and TextRank are employed
to measure sentence relationships and rank sentences in line with
their importance.

Scenario 2 (online): SBERT-based query-focused extractive
summarization

After retrieving documents which can be most relevant to
consumer question, a SBERT-based question-centered extractive
Summarization level is accomplished to construct a compact and
applicable context for the technology model. Unlike the question-
impartial summarization scenario, this approach explicitly makes
use of the consumer query to decide which sentences should be
retained from the retrieved files.

Scenario 1: proactive summarization as an
(summarization-first approach)

indexing tool

Summarization is treated as pre-processing step for reduc-
ing the statistics length before the hunt procedure. This step
goals to transform massive documents into concise understand-
ing representations that distil the crucial thoughts. Based on these
summaries, an (IR) search is executed in response to the user’s
question. The machine searches for a targeted semantic area,
decreasing computational attempt and putting off statistics noise
earlier than the query arrives. Overall Framework of the Proposed
Summarization-First System in Figure 1.

Figure 2
Opverall architecture of the proposed retrieval-first summarization system
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Scenario 2: Query-Guided Contextual Summarization (Retrieval-
First Summarization)

Summarization is performed as post-processing step, where
it only applies documents that have been proven relevant to the
question. The process begins by searching for relevant docu-
ments (IR) in the full text corpus based on the user’s question.
Once the candidate documents are identified, the summarization
process begins only for this selected group. Overall Architec-
ture of the Proposed Retrieval-First Summarization System in
Figure 2.

4.2. Dataset

Neural Information processing system (NIPS) dataset rep-
resents one of the top ML conferences international. It includes
the whole thing from laptop vision and deep getting to know
to reinforcement studying and cognitive technological know-how.
The dataset incorporates titles, abstracts, authors, and extracted
text regarding each NIPS look at posted to this point, from the
primary convention in 1987 till the contemporary convention in
2016.

4.3. Evaluation metrics

Regarding IR model’s performance to be measured objec-
tively, an efficient assessment metrics system is crucial. Cosine
Similarity, Precision@k, BERT Score, F1@k, Recall@k, MRR,
MAP, and nDCG@k are a few of those metrics. The major-
ity of such measures are essential for evaluating IR systems and
gauging the search results quality. The top k results are evaluated
by Recall@k, Precision@k, and F1@k, with F1 balancing both,
recall emphasizing coverage, and precision emphasizing relevance.
MRR is focused on the first relevant result rank, whereas MAP
averages average precision over queries to reward systems ranking
relevant items high. NDCG@k can be considered a rank-aware
metric that handles graded relevance, in which a few outcomes
are more significant compared to others, by giving higher weights
to the highly suitable items at the top of the list.

1) BERT Score: Score uses pre-trained contextual embedding
for identifying semantic similarities n-gram overlap evalua-
tions could overlook. BERT score can be defined as automatic
evaluation tool for text generation that quantifies semantic
similarity between the candidate and reference texts.

2) Precision@k: In relation to a list of recommended items is
assessed by such performance metric. It determines the pro-
portion regarding top-k sets recommended items that are of
relevance to the user. The fraction of top k relevant retrieved
documents.

3) Recall@k: This metric, which is utilized for evaluation of rec-
ommendation systems, is based on the number of the relevant
items that have been selected out of all possibly relevant ones.
It calculates percentage of relevant items that are found in
the top-k recommendations for multiple queries. The fraction
regarding all relevant documents in top k.

4) Fl@K (F1 score at K): which represents harmonic mean value
of precision and recall. Precision@k and Recall@k are bal-
anced through the harmonic mean at specific cut-off point K,
resulting in single score.

5) Mean Average Precision (MAP): Ranking or recommender
systems can lead to re-turning relevant items in Top K results
as well as prioritizing more relevant items is evaluated using

quality metric known as MAP at K. Mean Reciprocal Rank
(MRR): Statistical metric, which is focused on first-correct
answer rank, MRR is utilized for evaluation of recommenda-
tion efficiency or IR systems. It can be estimated as average
of reciprocal ranks of query results for some specific group of
queries. The inverse of the rank of the first accurate item is
reciprocal rank with respect to query response. More specif-
ically, in a case where the correct item is at rank k, then
the reciprocal rank would be 1/k. MRR is calculated by the
averaging of the reciprocal ranks.

6) (NDCG@K): The ranking quality indicator referred to as
NDCG captures effectiveness of ranking algorithms in recom-
mendation systems. It performs the evaluation of how well
the expected ranking that is related to the items matches the
ideal ranking, taking into account each item-relevance. Rank-
aware metrics are used for handling graded relevance. Highly
relevant items appearing earlier in the list are given more
weight, and the score is normalized to a range of [0].

5. Evaluation Results

The proposed system is evaluated by assessing the effect of
the text summarization to the QA pipeline to improve IR perfor-
mance. The analysis brings out the comparative performances of
two different architectures: Scenario 1 (the Summarization-First
architecture) that proactively condenses documents with the use
of SBERT and then indexing and retrieval using all-MiniLM-
L6-v2 and Scenario 2 (the Retrieval-First method) that performs
initial context retrieval and then applies query-guided summariza-
tion. Finally, the experimental results show how each of the two
strategies can effectively optimize the context that is inputted into
the generation phase (T5 and BART-large-CNN) which directly
impacts the overall accuracy and efficiency of answers that have
been generated. Framework configuration comparison between
baseline and proposed RAG is shown in Table 1.

Table 1
Framework configuration comparison between baseline and
proposed RAG
Genera- Summa- Framework
tion rization Retrieval Configuration

v X v Traditional RAG
(Baseline)

v v v Our Proposed
RAG(Enhanced)

5.1. Baseline (traditional RAG)

Its technique involves retrieving texts without summariza-
tion using the usage of (all-MinLM-L6-v2 Model) after which
sending them directly to generative models the usage of (BART
large-CNN, T5 Models). However, the issue is that the prolonged
texts determined in NIPS research papers exceed the fashions’
maximum word restrict (context window), resulting in a loss of
statistics.

5.1.1. Generation part

The results are compared according to how comparable the
text chunks are and how well the questions’ answers are generated.
For evaluating the generation of answers for questions without
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Table 2
Results of question similarity and BERT score evaluation for
response generation without summarization

TS5 model BART-large-CNN model
Score BERT Score BERT
0 similarity ~ scores similarity scores
Q1 0.72 85.5 0.72 84.8
Q2 0.68 86.5 68.3 85.8
Q3 0.69 86.8 69.2 87.3

summarization and to analyze similarity chunk text, we employ
RAG for retrieval part with the use of all-MinLM-L6-v2 Model
as well as generation part with the use of T5 and Bart-large-
CNN models. As shown in Table 2, the question similarity scores
and BERT Scores are presented for evaluating the generated
responses without summarization using the BART-large-CNN
and T5 models.

5.1.2. Retrieval part

We compare the outcomes of IR for QA without summariz-
ing and RAG for generation part utilizing Bart-large-CNN and
TS5 models and retrieval part utilizing all-MinLM-L6-v2 model.
Table 3 presents the retrieval performance metrics for the input
question using the TS5 model without summarization. Table 4
presents the retrieval performance metrics for the input question
using the BART-large-CNN model without summarization.

Table 3
The retrieval performance metrics for the input question using
the TS model without summarization

0 P@5 R@5 MAP Fl@5 MRR nDCG@5

Ql 0.80 0.40 0.40 0.53 1.00 0.87

Q2 0.80 0.36 0.32 0.50 1.00 0.83

Q3 0.60 0.37 0.34 0.46 1.00 0.69
Table 4

The retrieval performance metrics for the input question using
the BART-large-CNN model without summarization

0 P@5 R@5 MAP Fl@5 MRR nDCG@5
Ql 080 040 040 053  1.00 0.87
Q2 08 036 032 050  1.00 0.83
Q3 060 037 034 046  1.00 0.69

5.2. Our proposed RAG

The information retrieval process using (all-MinLM-L6-v2
Model) follows one of two scenarios: the first scenario involves
retrieving text from independently summarized documents using
(SBERT), then passing it to the generation stage using (BART-
large-CNN, TS5 Models); the second scenario involves retrieving
full texts, passing them to the summarization stage using
(SBERT), and subsequently passing the output to the generation
stage using (BART-large-CNN, T5 Models).
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5.2.1. Scenario 1: Proactive summarization as an indexing
tool (summarization-first approach)
1) Generation part

We evaluate the generation of answers for questions with
summarization by utilizing RAG for retrieval part utilizing all-
MinLM-L6-v2 Model and generation part utilizing TS5 as well
as Bart-large-CNN models, and we have compared results with
chunk text similarity. Table 5 displays Comparison of Question
Similarity Scores and BERT Scores for Response Generation
Using BART-large-CNN and TS5 with Summarization.

2) Retrieval part

We use all-MinLM-L6-v2 Model for retrieval part and T5
and for generation part for comparing the IR performance for
QA with summarization utilizing RAG. Table 6 presents the
retrieval performance metrics for the summarized input question
using the TS5 model. Table 7 presents the retrieval perfor-
mance metrics for the summarized input question using the
BART-large-CNN model.

Table 5
Comparison of question similarity scores and BERT scores for
response generation using BART-large-CNN and TS with

summarization
T5 model BART-large-CNN model

Score BERT Score BERT
0 similarity ~ scores similarity scores
Q1 0.63 0.86 0.63 0.89
Q2 0.61 0.86 0.60 0.84
Q3 0.48 0.82 0.48 0.89

Table 6

The retrieval performance metrics for the summarized input
question using the TS model

0 P@5 R@5 MAP Fl@5 MRR nDCG@5

Ql 080 040 040  0.50 1.00 0.87

Q2 060 030 024 040 1.00 0.66

Q3 080 050 047 0.6l 1.00 0.85
Table 7

The retrieval performance metrics for the summarized input
question using the BART-large-CNN model

0 P@5 R@5 MAP Fl@5 MRR nDCG@5
QI 080 040 040 050  1.00 0.87
Q2 060 030 024 040  1.00 0.66
Q3 080 050 047 061  1.00 0.85

5.2.2. Scenario 2: Query-guided contextual summarization
(retrieval-first summarization)
1) Generation part

We evaluate answer generation for questions with sum-
marization utilizing RAG for part of retrieval by utilizing
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all-MinLM-L6-v2 Model and the generation part utilizing Bart-
large-CNN and T5 models, and we have performed a comparison
of results with chunk text similarity. Table 8 displays the Com-
parison of Question Similarity Scores and BERT Scores for
Response Generation Using BART-large-CNN and T5 with
Summarization.

Table 8
Comparison of question similarity scores and BERT scores for
response generation using BART-large-CNN and T5 with

summarization
T5 model BART-large-CNN model
Score BERT Score BERT
0 similarity ~ scores similarity scores
Q1 0.62 0.92 0.62 0.90
Q2 0.70 0.88 0.70 0.89
Q3 0.67 0.89 0.67 0.93

2) Retrieval part

We use all-MinLM-L6-v2 Model for retrieval elements and
T5 and Bart-huge-CNN models for the producing component
for comparing the information retrieval performance for QA with
summarization utilizing RAG. Table 9 presents the retrieval over-
all performance metrics for the summarized input question the use
of the TS model. Table 10 presents the retrieval performance met-
rics for the summarized input query using the BART-huge-CNN
version.

Table 9
The retrieval performance metrics for the summarized input
question using the T5 model

0 P@5 R@5 MAP Fl@5 MRR nDCG@5

Ql 1.00 0.50 0.66 0.50 1.00 1.00

Q2 0.80 0.36 0.50 0.36 1.00 0.87

Q3 0.80 0.50 0.62 0.44 1.00 0.83
Table 10

The retrieval performance metrics for the summarized input
question using the BART-large-CNN model

0 P@5 R@5 MAP Fl@5 MRR nDCG@5
Ql 100 050 066 050  1.00 1.00
Q2 080 036 050 036  1.00 0.87
Q3 080 050 062 044  1.00 0.83

6. Conclusion

The results of the retrieval and generation phase have shown
that the application of summarization had a definite beneficial
effect on the enhancement of the performance of both TS5 and
BART-large-CNN models, both in terms of retrieving relevant
information and the generated responses’ quality. The retrieval
performance indicated a significant increase in the P@5, F1@5,
MAP, R@5, and nDCG@5 with the use of summarization
especially with BART-large-CNN model that recorded the best
results in most of the measures. It had very high scores, up to (1) in

certain measures, including P@5, MRR, and nDCG@?5, indicat-
ing its high efficiency in retrieving and correctly sorting the correct
results. During the generation phase, the Score Similarity and
BERT Score obtained results that both models could give answers
that were like reference answers. The BART-large-CNN model,
however, showed comparative advantage to retain meaning and
semantic context particularly following the implementation of
summarization, but the TS model also performed similarly and
efficiently on certain questions. The findings also showed that
the summarization was effective in minimizing the redundant
information and the ability of the models to concentrate on the
significant information, which had a positive influence on the
quality of responses and retrieval accuracy. Overall, it could be
concluded that the incorporation of summarization with synthetic
intelligence models has extensively helped to growth performance
of the query-and-solution system, and that BART-large-CNN ver-
sion with summarization proved to be the maximum efficient and
stable one while compared to the rest of the instances and was the
appropriate desire to beautify the performance of IR structures
and to produce correct solutions.

Traditional RAG struggles to manner NIPS research papers
because of the immoderate duration of scientific texts and
wordiness; in evaluation, our summarization-incorporated
method correctly filtered the textual content and provided the
generative model with a rich, condensed context, resulting in a
big boost in solution accuracy.

7. Future work

In future work, the aim is scaling the evaluation model
and exploring methods of abstractive summarization for provid-
ing more cohesive context to QA pipeline, in addition to the
optimization of the strategies of chunking for further refining
balance between summary brevity and information density. In
addition to that, a key direction will be generalizing the suggested
framework across diverse specialized domains, like the medical
domain. This expansion would include fine-tuning the model on
domain-specific corpora (e.g., PubMed dataset) for the purpose
of evaluating its ability to handle complex terminology and pro-
vide factually critical answers where it is paramount to have high
precision. Lastly, the aim is evaluating other LLMs.
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Appendix A

The following section gives a case study illustrative of proposed framework applied in the presented study for explaining response-
generation mechanism in RAG model. It is based upon asking questions as well as retrieving semantically similar texts with cosine
similarity scale. Two key scenarios are compared in the following tables: Scenario 1: Proactive Summarization as an Indexing Tool
(Summarization-First Approach). Scenario 2: Query-Guided Contextual Summarization (Retrieval-First Summarization). The queries
that have been used, texts or responses that have been generated in every case, and quantitative values that have been utilized to evaluate
the quality of generation by BERT score are provided in tables A1-A7. The purpose of such comparison is to show summarization
effect on enhancing semantic consistency and accuracy of responses that have been generated and clearly analyzing differences between

those two scenarios that are involved in the presented study.

Table Al
Example questions and their corresponding reference answers from the dataset
No Questions Reference Answers
Q1 Using independent compo- ICA that is used for artifact removal in the recordings of EEG. It works by decom-
nent analysis (ICA) for the posing multichannel EEG data into statistically independent components; also,
removal of artifacts in the multi-channel EEG epochs have been analyzed with the use of ICA, allowing
EEG recordings. researchers to separate meaningful brain signals from unwanted artifacts like
eye blinks, eye movements, and muscle noise. The method has shown significant
success in improving the quality of single-trial EEG, and it removes pervasive
artifacts of all types and separates non-event related background EEG activities
to separate components.
Q2 What are support vector SVMs have played an important role in the classification problems. SVMs are
machines (SVM)? finding applications in regression estimation, pattern recognition, and opera-
tor inversion for ill-posed problems. They suffer from their training algorithm’s
complexity, which is at least quadratic with respect to the number of the exam-
ples. SVMs can in fact suffer in high-dimensional spaces where numerous
features are irrelevant.
Q3 What is Gaussian process Gaussian process regression allows a simple analytical treatment of the exact
regression (GPR)? Bayesian inference. It was found to provide good performance yet scales badly

with the number of training data. Gaussian process regression (GPR) retains
many of the benefits of probabilistic Gaussian process models. GPR has shown
excellent performance in several applications.

Table A2

Example of responses generated by the TS model with BERT Score evaluation for selected questions without summarization

(traditional RAG)

No Questions Generated Answers BERT scores
Ql Using independent component ICA attempts to decompose observed data to components, which 0.86
analysis (ICA) for artifact are as statistically independent from one another as possible.
removal in EEG recordings. This paper presents a novel approach for the suppression of
interference signals and separation of signals from individual
evoked sources.
Q2 What are support vector machines SVMs implement the following concept: they map input vectors 0.87
(SVM)? to high-dimensional feature space, in which a maximal margin
hyperplane is constructed. in the last few years, there has been a
good deal of interest in SVMs. However, SVM use remains lim-
ited to a small number of researchers. One of the possible reasons
is that training algorithms for SVMs as are slow, particularly for
the large problems.
Q3 What is Gaussian process GPR has demonstrated very good performance in several appli- 0.87
regression (GPR)? cations. One unwanted GPR aspect is its scaling behavior with

training data set size N. In the direct implementations, the time
of training increases as ON3, with a memory footprint of ON2.
ARMA models used in time series analysis and spline smoothing
correspond to GP model for regression with the training energy
estimated based on Eq. (2).
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Table A3
Examples of BART-large-CNN-generated responses and their BERT Scores for selected questions without summarization
(traditional RAG)
No Questions Generated Answers BERT scores
Ql Using independent compo- ICA has generated a great deal of recent practical and theoretical 0.85
nent analysis (ICA) for interest due to its success on a wide range of problems of signal
artifact removal in the processing. This paper presents an innovative technique for the
EEG recordings. suppression of interference signals and separation of signals from
individual evoked sources. This technique has been based on a new
probabilistic graphical model termed stimulus-evoked independent
factor analysis (SEIFA).
Q2 What are support vector In the last few years, there was a surge of interest in SVMs, which 0.86
machines (SVM)? have been shown to give good performance in terms of generaliza-
tion on a broad range of problems. However, SVM use remains
limited to a small group of researchers. One of the possible reason
is that training algorithms for SVMs are slow, in particular for the
large problems. The present paper provides a description of a novel
SVM learning algorithm, which is often faster, easier to implement,
and has more efficient scaling characteristics when compared to
standard SVM algorithm.
Q3 What is Gaussian process GPR has demonstrated exceptional performance in several applica- 0.87

regression (GPR)?

tions. One of the unpleasant aspects of GPR is its scaling behavior
with training data set size = N. In the direct implementations, the
training time increases as ON3, with an ON2 memory footprint.
A GP model has been considered for the regression with the train-
ing energy given by Eq. (2). In such case, the prior measure could
be represented simply by a dimensional Gaussian process predic-
tion. We call the hyperparameters the same as those used in neural
networks.

Table A4
Examples of T5-generated responses and their BERT Scores for selected questions with summarization (enhanced RAG, scenario 1)
No Questions Generated Answers BERT scores
Ql Using independent component The use of ICA for the artifact removal in the EEG recordings. 0.86
analysis (ICA) for artifact A rigorous notion of the decomposition of a multivariate
removal in EEG recordings. function into a set of lower dimensional factors is presented.
Q2 What are support vector RMMS requiring only additional linear constraints in the sup- 0.86
machines (SVM)? port vector machine quadratic program leads to a competitively
fast implementation. Forward sub-set selection appears to
be the approach of choice for the 2 linear problems we tried
at varying. On three of those problems, the feature space
representation was best, bagging was worse, and support vec-
tor regression came in second. SVMs can in fact suffer in
high-dimensional spaces where numerous features are not
relevant.
Q3 What is Gaussian process Our approach can also be significantly faster than support vector 0.82

regression (GPR)?

machine with the sequential minimal optimization algorithm.
Among the many proposed sparse Gaussian process approx-
imations, our method is most closely related to. Our method
also requires specifying a rejection threshold and is dependent
upon how we draw gm jointly from Gaussian process prior,
conditioned on all the current latent state. The latent func-
tion in these problems is always one dimensional and densely
discretized.
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Table AS
Examples of BART-large-CNN-generated responses and their BERT Scores for selected questions with summarization (enhanced
RAG, scenario 1)
No Questions Generated Answers BERT scores
Ql Using Independent component Independent component analysis (ICA) can be utilized in blind 0.89
analysis (ICA) for artifact source separation as in, particularly in cases were fewer sensors
removal in EEG recordings. exist than sources, whereas the source number is not known. Due
to the fact that the components that were separated by sparse
representation aren’t constrained by the complete independence
condition, they could be utilized in analyzing brain synchrony
probably with a higher effectiveness compared to the general ICA
algorithms.
Q2 What are support vector machines  Support vector machine and RMM have similar asymptotic behav- 0.84
(SVM)? ior. We identified the sensitivity of support vector machines and
maximum absolute margin criteria to aftine scaling. Forward
subset selection seems as the method of choice for the two lin-
ear problems that have been tried at varying signal-to-noise ratio
values.
Q3 What is Gaussian process Gaussian process regression (GPR) retains many of the benefits of 0.89

regression (GPR)?

probabilistic Gaussian process models. Our method can also be
significantly faster than support vector machine with the sequen-
tial minimal optimization algorithm. It has been found that
sub-sets of representer methods can give good and especially fast
predictions for datasets with medium and high levels of noise.

Table A6

Exaples of T5-generated responses and their BERT Scores for selected questions with summarization (enhanced RAG, scenario 2)

No Questions Generated Answers BERT scores
Ql Using independent component Applies a linear decomposition tool, ICA, to multichannel single- 0.92
analysis (ICA) for artifact trial EEG records. It removes pervasive artifacts of all types
removal in EEG recordings. and separates non-event related background EEG activities into
separate components.
Q2 What are support vector machines ~ SVMs have played an important role in the classification prob- 0.88
(SVM)? lems. Little work went into the incorporation of prior knowledge
into SVMs, one of the open questions that remains is how to set
“tunable” parameters.
Q3 What is Gaussian process GPR demonstrated excellent performance in several applications, 0.89

regression (GPR)?

yet it scales badly with the number of training data. This paper
presents a fast approximation approach, based upon kd-trees. It
leads to a significant reduction of prediction as well as training
times.

Table A7

Examples of BART-large-CNN-Generated responses and their BERT Scores for selected questions with summarization (enhanced

RAG, scenario 2)

No Questions Generated Answers BERT scores
Q1 Using independent component Single-trial analysis can possibly reveal considerably richer infor- 0.90
analysis (ICA) for artifact mation on the event-related brain dynamics in the ERPs. It
removal in EEG recordings. suffers from pervasive artifacts that are associated with blinks,
eye movements, and muscle noise. Multi-channel EEG epochs
have been analyzed with the use of ICA.
Q2 What are support vector machines  SVMs are finding applications in regression estimation, pattern 0.89
(SVM)? recognition, and operator inversion for ill-posed problems. Prob-
abilistic interpretation of SVMs could be used to tackle these
problems. The basic SVM idea is to map inputs X onto vectors
¢>(x) in some high-dimensional feature space.
Q3 What is Gaussian process GPR allows a simple analytical treatment of exact Bayesian infer- 0.93

regression (GPR)?

ence. It was found to provide good performance yet scales badly
with the number of training data. Fast Gaussian process regres-
sion using KD-Trees. Online Gaussian processes achieve a
slightly lower level of accuracy.
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